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Abstract

Retrieval-augmented generation (RAG) systems retrieve passages that could overlap with the
query, but lack the evidence necessary to fully address it. In this work, | examine whether a
simple evidence sufficiency gate can discern fully informative contexts from one of three
regimes that | construct of insufficient evidence contexts. Using 1,000 prefiltered HotpotQA
questions, | construct four different contexts per question (one sufficient, three insufficient; 4,000
contexts in all) and compare dense cosine similarity, TF-IDF logistic regression, and a
four-feature logistic regression. On the final 200-question set, unmodified cosine similarity
produces false sufficiency rates (FSRs) of 44.5% and 19.0% for the partial evidence and lexical
trap regimes. Platt scaling lowers cosine ECE from 0.1619 to 0.0267; the chosen operating point
produces FSRs of 54.5% and 25.5% for those regimes. The four-feature model obtains AUROC
0.8583, with 12.5% and 8.5% FSRs, respectively, at a Y=1 threshold of 0.50. Applying the
estimated Y=1 threshold over 600 precalibrated insufficient contexts yields 15.5% and 10.5%
FSRs over the test set; applying only the partial evidence and lexical trap contexts produces
8.5% and 7.5%. These results are descriptive and apply to the constructed question-clustered
contexts. Since there are several contexts per question that may be interrelated, and since the
procedure for estimating the decision threshold at this level has not been validated, these
results do not provide any distribution free finite sample guarantee. The study examines
evidence sufficiency, not LLM hallucination rates downstream.

Keywords: Retrieval-Augmented Generation, Evidence Sufficiency, Selective Prediction,
Abstention, Probability Calibration, Conformal Methods, Explainable Al

1. Introduction

In retrieval-augmented generation (RAG) systems, the language model responses are grounded
using retrieved documents [1]. The retrieval passage may be irrelevant, insufficient, or even
misleading [3,4]. If the evidence available is insufficient to answer the question, a downstream
language model may generate a spurious response. In an attempt to mitigate the risk without
using an LLM verifier for each query, a classifier or thresholding can predict the presence (Y=1)
or absence (Y=0) of sufficient evidence in the context C for question Q [10,11].

A prior RAG-filtering prototype, called Sieve, led to the following tighter look at lightweight gates
for multi-hop questions. These questions imply the necessity to retrieve facts, which could be
split among several different passages. The two medical scenarios below illustrate this issue
and serve as retrieval mistakes. These examples do not belong to any clinical tests or
evaluations performed on a medical database.
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1. Near miss retrieval (2_Partial): A hypothetical clinical decision support system has a
two-part question regarding renal dosing adjustment of an antibiotic used to treat Lyme carditis.
The retrieved context mentions the antibiotic but lacks the passage, where one can find the
dosing part. A similarity-based gate would find the context good enough because it relates to the
topic of the question even if there was no reasoning step made.

2. Lexical Trap (3_LexicalTrap): A hypothetical retriever provides the context that contains the
terms of "renal dosing," "antibiotic" and "Lyme" yet the context belongs to another patient cohort
and use case. A lexical or density similarity gate might get confused with the topicality overlap
for answer-retrieval evidence. This case represents the illustration of a potential downstream
risk; this paper does not investigate clinical mistakes.

| measure two complementary metrics for each gate:

Normal Sufficiency (TPR) =P(Y =1 |lY=1)=2=2

False Sufficiency Rate (FSR)=P(Y=1|Y=0) ="

- Normal Sufficiency: true positive rate on complete contexts, P(Y=1 | Y=1)

- False-Sufficiency Rate (FSR): the ratio of insufficient contexts that are incorrectly marked as
sufficient, P(Y=1 | Y=0). FSR can be regarded as the gate's level estimation of false acceptance
and a proxy for downstream risks, though FSR does not show the hallucination rate in
generated answers.

Calibration performance is evaluated by means of the expected calibration error (ECE) and the
Brier score, and inter-calibrations at different operating points are done via negative-class score
quantiles. Formally speaking, to achieve finite sample guarantees, the exchangeability
assumption between the calibration and test units must be met. However, since the benchmark
contains several contexts per question, row-level guarantees are not considered formally.

Three research questions define the scope of the analysis:

RQ1 (calibration vs. operating-points behavior): How does calibration affect Platt scaling and
Brier score? How does examination of various operating points influence Normal Sufficiency
and FSRs for regime-specific cases of 2_Partial and 3_LexicalTrap?

RQ2 (thresholds in noise mixtures): What is the difference between negative-class quantile
thresholds calculated over all insufficient contexts and thresholds estimated over more difficult
insufficient regimes when applying it for the test partition evaluation?

RQ3 (interpretable features): What is the relationship between interpretability features and the
output of a white-box model? How does normal-sufficiency/FSR trade-off manifest at standard
and quantile thresholds?
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2. Related work

Abstention and selective prediction. The selective prediction paradigm ensures abstention
when the classifier is not confident enough [10,11]. It is essential to emphasize that in RAG
models, the retrieval relevance and answer sufficiency are related but different aspects. While
retrieval relevancy of a particular passage is a guarantee of its topical relevance, topical
relevance does not guarantee completeness because there might be incomplete passage with
some facts necessary for building multi-hop answer. Dense embeddings and lexical retrieval
scores are common components in the retrieval process pipeline [12,13]; however, they cannot
guarantee that facts chains are complete.

Probability calibration and operating points behavior. Probability calibration refers to the
transformation of classifiers' outputs to probabilities reflecting actual probabilities of events. Platt
Scaling uses a sigmoid transformation of the out-of-the-bag probabilities [5]. Model's calibration
is usually measured through expected calibration error (ECE), Brier score, and some other
metrics; these two metrics represent an orthogonal pair [6]. Aggregating calibration metrics
leads to hiding subgroup errors; in my case, cosine-based ECE drops from 0.1619 to 0.0267
when applying Platt scaling. The FSRs for the tested operating points remain relatively high in
spite of that.

Conformal Methods and Distribution Shift. Conformal methods and conformal risk control
provide finite-sample results conditional on distributional assumptions that hold under particular
sampling schemes [7,8]. However, distributional guarantees under covariate shift may not hold
without other assumptions [9]. In the current study, | consider each source question with multiple
contexts, leading to partitioning into queries-disjoint sets that do not make the context rows
conditionally independent. Thus, the following results for negative-class quantile thresholds are
based on the operationally motivated evaluation of operating points. The finite-sample
guarantees cannot be provided due to a need in an appropriate construction of the calibrator
and corresponding analysis.

3. Methodology and Datasets Construction
3.1 Controlled Four Regimes Benchmark (HotpotQA, N = 4,000)

| build the controlled benchmark using the distractor split of HotpotQA [2] dataset, which is a
multihop question-answering dataset, where bridge questions require an integrated answer from
several Wikipedia documents. My benchmark includes 1,000 filtered questions. For each
question four versions of the context will be generated (1,000 x 4 = 4,000 rows). Each of those
rows will be annotated with the binary label Y € {0,1}. For each question, four rows will be
generated, so that | have four dependent observations related to the same question but not four
different independent questions.

1_Sufficient (Y = 1, N = 1,000): generates a single text obtained by concatenation of the two
gold-supported paragraphs, containing all the information needed to build an answer. This
setting tests for the normal sufficiency P(Y = 1]Y = 1).

2_Partial (Y = 0, N = 1,000): forms pairs that include one selected gold setup paragraph and
one distractor paragraph. Setup paragraphs were chosen not to contain the answer string by
themselves, forming the almost correct context, i.e., the partial information necessary to answer
the question independently. This approach corresponds to an operationally motivated
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generation rule. Lack of an answer string does not prohibit some semantic leakage through
aliases/paraphrasing.

3 _LexicalTrap (Y = 0, N = 1,000): In this context regimen, the two most appropriate distractor
paragraphs relative to each of the question are chosen using BM250kapi [13]. Hence, the
context has the same keywords but does not include the gold supporting paragraph. In this
case, the context is built due to having the common keywords, instead of being the proof of
non-related semantic context of the paragraph.

4 _RandomNoise (Y = 0, N = 1,000): This context regimen connects two distractor paragraphs
taken from another question, by offsetting it by q(i + 137) mod 1,000. Thus, a control unrelated
context baseline is set.

3.2 Two-stage Pilot Audit and Contamination Fixes

A 200-example pilot is generated (50 questions x 4 contexts), and then is tested on
cross-encoder/nli-deberta-v3-base NLI model. The automatic judge agreed with construction
rule labels in 193 out of 200 rows (96.5%): 44/50 for 1_Sufficient, 49/50 for 2_Partial, and 50/50
for both 3_LexicalTrap and 4_RandomNoise. In addition, a manual audit was conducted by the
author. The 96.5% represents the agreement between the construction rule and automatic judge
labels and not inter-annotator agreement. It should be noted that the pilot does not validate all
the rows in the final 4,000-context benchmark.

Two contamination types were found during manual review of the pilot and resolved before the
final benchmark construction:

1. Yes/no answer-string contamination: 6 disagreements in 1_Sufficient occurred while
comparing questions with "yes" or "no" answer. String matching check worked by the rule that
any occurrence of the answer string in the paragraph meant that the particular answer is
present. Thus, the benchmark became limited to questions of bridge type and no more yes/no
questions were included in it.

2. Partial-context answer-string leakage: The pilot included questions where the chosen
initially gold paragraph contained an answer string. The construction rule 2_Partial is fixed by
choosing a setup paragraph without this answer string and using it together with distractor
paragraph. This addresses the known problem of surface-form leakage, but not the problem of
semantic insufficiency for every final example.

3.3 Strict Four-Way Query-Disjoint Split Architecture

Each question_id along with its four variants in context is assigned randomly and uniquely to
one partition. This makes sure that the same query never shows up in the train, probability
calibration, threshold calibration, or test split. However, the correlation between the four variants
per partition stays intact: more precisely, each question provides 3 relevant contexts with Y=0
for the calibration and test partitions.

1_Train (400 questions / 1,600 contexts): Model parameter tuning; optimizing parameters of
the TF-IDF feature set; StandardScaler parameters.
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2_ProbCal (200 questions / 800 contexts): Parameter selection for Platt scaling based on the
separate held-out partition; model scores on the held-out partition are used for that; this partition
differs from the one used for threshold calibration.

1

p(x) = 0(a - z(x) + b) = e zm T

3_ConfCal (200 questions / 800 contexts): 200 sufficient-context items + 600
insufficient-context items (200 per each of the two negative regimes), where the negative-class
quantiles are computed over the insufficient contexts.

4 FinalTest (200 questions / 800 contexts): Held-out partition used for evaluating test metrics
and drawing graphs; includes 200 contexts of each of the four regimes.

3.4 Models, Features, Calibration Metrics, and Thresholds Estimation
Comparison is done across two model families plus one four-feature logistic regression model.

Baseline 1. Dense cosine similarity. The All-MiniLM-L6-v2 encoder [12] creates
384-dimensional vectors for the question Q and context C. Cosine similarity between them
constitutes a gate score; the simple baseline uses the 1_Train Macro-F1 threshold selected
(r1=0.5700), and the second variant is Platt-scaled.

Baseline 2. TF-IDF logistic regression. The model has a feature set composed of 5,000
unigrams and bigrams in TF-IDF representation of the question vector X_Q, the context vector
X_C, and the elementwise multiplication of the two vectors X_Q © X_C. Logistic regression has
been trained using L2 regularization (C=2.0) and balanced class weights. Both baselines are
considered in raw and Platt-scaled versions.

Four-feature logistic regression (white-box model): (1) feature_entity_recall, i.e., fraction of
capitalized query tokens in the context (used as an entity recall proxy); (2)
feature_token_overlap, i.e., fraction of query content tokens of at least three letters found in the
context; (3) feature_negation_count, i.e., number of negation or hedge tokens in the context
(not, no, never, none, neither, nor, cannot, n't, failed, lack); and (4)feature_min_hop_sim,
minimum cosine similarity of the question with each of retrieved paragraphs with the
all-MiniLM-L6-v2. Entity recall stands for the proxy feature here and does not refer to the results
of any named-entity-recognition model.

min_hop_sim = min(e;e,,, ejep,)

Minimum Hop is explicitly built to assess the minimal level of alignment between queries and
contexts at paragraph level. Thus, some cases of partial contexts may still exhibit relatively high
query—context alignment, while Minimum Hop is not capable of recognizing that reasoning is
needed with respect to the corresponding paragraph.

Metrics for evaluation of calibration accuracy. Expected Calibration Error (ECE) was
calculated with 10 probability bins. Brier Score was used for the assessment of probability
calibration in 4_FinalTest (800 contexts). These numbers indicate overall statistics over test
sets; Forecasted Structural Reliability (FSR) in subgroups will be presented later, since
probability calibration gives no information about specific regimes.
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M N
ECE= 2 E,{F—'IaCC(Bm} — conf(By)|, Brier= z (p(x;) = Yi)?
m=1 —

Empirical quantile for the threshold determination. In order to define a proper cutoff value at
reference level a = 0.10, an empirical (1-a)-quantile was calculated for probabilities of a
Platt-calibrated model for 3_ConfCal rows, where Y = 0. There were two options for threshold
estimation: a pooled estimate across all three insufficiency regimes and an estimate limited to
2_Partial and 3_LexicalTrap contexts only. The reason is that the table rows correspond to
questions, thus the row-level thresholds mean empirical analysis of the threshold.

T, = Quantile({p;: ;= 0}2,, Hno + 1)1 - ] 1;351 '“H)
Context from 4_FinalTest (800 contexts based on 200 questions) is predicted as a sufficient one
(Y =1), if its calibrated probability p(x) > T ; otherwise, the gate predicts insufficiency.
4. Results: Performance and Calibration Accuracy (RQ1)

The results of discrimination power, probability calibration and Normal Sufficiency are shown in
Table 1A. Table 1B provides FSR values for particular working points of 4 FinalTest (800
contexts from 200 questions).

Table 1A. Model discrimination, calibration, and Normal Sufficiency on 4_FinalTest

Model AUROC F1 Brier ECE Norm. Suff.
Cosine (raw) 0.8298 0.7002 0.1725 0.1619 65.50%
Cosine (+ Platt) 0.8298 0.6943 0.1394 0.0267 74.00%
TF-IDF (raw) 0.7192 0.6118 0.1842 0.1049 54.00%
TF-IDF (+ Platt) 0.7192 0.6105 0.1685 0.0491 64.00%
WB (raw) 0.8583 0.7009 0.1617 0.1503 80.50%
WB (+ Platt), 7=0.500 0.8583 0.7384 0.1266 0.0292 50.50%
WB (+ pooled T) 0.8583 0.7350 0.1266 0.0292 52.50%
WB (+ hard-neg. 1) 0.8583 0.7248 0.1266 0.0292 44.00%

Table 1B. Overall and regime-specific False-Sufficiency Rates on 4_FinalTest
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Model Overall FSR Random Partial Lexical trap
Cosine (raw) 21.17% 0.00% 44.50% 19.00%
Cosine (+ Platt) 26.67% 0.00% 54.50% 25.50%
TF-IDF (raw) 20.33% 0.00% 32.50% 28.50%
TF-IDF (+ Platt) 25.50% 0.00% 41.50% 35.00%
WB (raw) 29.00% 0.00% 52.50% 34.50%
WB (+ Platt), 7=0.500 7.00% 0.00% 12.50% 8.50%
WB (+ pooled T) 8.67% 0.00% 15.50% 10.50%
WB (+ hard-neg. 1) 5.33% 0.00% 8.50% 7.50%

Note. F1 denotes Macro-F1; WB = white-box model. Each negative regime contains 200 test
contexts; overall FSR is calculated across the 600 insufficient test contexts. Values are point
estimates, and context rows from the same question are clustered.
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Reliability plots and FSR statistics by regime of the cosine and TF-IDF baselines are shown in
Figure 1. In both cases, applying Platt scaling helps reduce the general value of the ECE,
although the reported regime-specific FSR values for partial evidence and lexical traps are
higher at the tested operating points.

4.1 Baseline performance in near-misses and lexical-traps settings

Where bright minds share their learnings
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At all the operating points given in the paper, 0.0% FSR for 4 _RandomNoise suggests that it is
not too difficult to distinguish irrelevant contexts within the proposed framework. Raw cosine
similarity reports 44.5% FSR for 2_Partial contexts. Its similarity score for 2_Partial (0.5536 *
0.1274) is somewhat close to the similarity score for 1_Sufficient (0.6225 + 0.1323), which may
indicate that similarity to just one paragraph can overshadow the lack of similarity to the second
one. The raw TF-IDF baseline gives 32.5% FSR for 2_Partial and 28.5% FSR for 3_LexicalTrap
contexts.

4.2 Calibration correction and regime-specific FSR

In case of the raw cosine similarity, its test-set ECE equals 0.1619 and the Brier Score is
0.1725. Application of the Platt scaling to 2_ProbCal leads to a reduction of the cosine ECE to
0.0267 (83.5%). Normal Sufficiency for cosine similarity increases at the chosen operating point
from 65.5% to 74.0%. Similar to cosine, the TF-IDF baseline also shows reduction in ECE value
(from 0.1049 to 0.0491).

Nevertheless, it is possible to conclude that the general improvement in the ECE is not always
accompanied by positive results in terms of FSR. In case of the cosine-score variants, 2_Partial
FSR increases from 44.5% to 54.5%, while 3_LexicalTrap FSR goes from 19.0% to 25.5%. In
the case of the TF-IDF-score variant, the FSR increases from 32.5% to 41.5% and from 28.5%
to 35.0%, correspondingly. As one can see from the above data, there is no consistency
between ECE improvements and FSRs. It is critical to take into account the operating points;
otherwise, the differences can only be due to the Platt correction.

5. White-Box Features and Quantile thresholding (RQ2 & RQ3)
5.1 White-box feature distribution and logistic regression coefficients (RQ3)

My four-feature logistic regression model demonstrates AUROC = 0.8583 and Macro-F1 =
0.7384 at the considered operating point for the Platt-scaled variant. Standardized coefficients
and characteristics of the distributions of the four features in 1_Train are provided in Table 2.

Table 2. White-box feature coefficients and feature distribution characteristics

Feature B (train) Sufficient Partial Lexical trap Random
noise

Token overlap +1.2122 0.7538 + 0.6420 + 0.6323 + 0.1824 +
0.1377 0.1381 0.1359 0.1018

Minimum-hop sim. +0.8236 0.4145 + 0.3269 + 0.3083 = -0.0047 +
0.1519 0.1439 0.1469 0.0788

Entity-proxy recall +0.7640 0.8282 + 0.7553 0.5269 + 0.0690 +
0.2033 0.2327 0.3008 0.1403

Negation count -0.3109 0.1400 £ 0.2240 0.3320 + 0.2770 =
0.3828 0.5021 0.5900 0.5390
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Figure 2. White-box features analysis. Panel A shows standardized logistic regression
coefficients calculated from 1_Train. Panel B demonstrates mean values of the features
across all four fabricated regimes; this plot is merely descriptive, and causality among
the features and the predicted value is not implied here.

These features help comprehend the work of the model: mean min-hop similarity in 2_Partial is
smaller compared to the one in 1_Sufficient; correspondingly, mean capital-token recall is lower
in 3_LexicalTrap than in 1_Sufficient. Coefficients of the aforementioned features are positive,
whereas there is also a negative coefficient assigned to the negation-count feature along with
the token-overlap feature.

In respect to the minimum-hop similarity feature, it represents structure not included in the mere
context-query similarity measure: the context can match the query in general, but the selected
paragraph is not as similar to the query. Mean of feature_min_hop_sim is 0.4145 + 0.1519 for
1_Sufficient and 0.3269 £ 0.1439 for 2_Partial.

Negation-count feature receives a negative coefficient (-0.3109) fitted in this model, however,
the mean of this feature is larger in 3_LexicalTrap than in 1_Sufficient. It is clear that the
dependency captured by the model in respect to this specific dataset, since there might be
negation terms even in supporting sentences.

5.2 Pooled and hard-negative-restricted quantile thresholds (RQ2)
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Empirical FSR at Standard and Pooled Quantile Thresholds
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Figure 3. Test FSR at the standard 0.500 threshold and at the pooled negative-class
quantile threshold (t = 0.4722) for the Platt-scaled white-box model. The lower pooled
threshold results in higher FSR for 2_Partial (15.5%) and 3_LexicalTrap (10.5%) contexts

in this particular test partition.

FSRs for 2_Partial and 3_LexicalTrap contexts are 12.5% and 8.5% at the 0.500 threshold and
the overall FSR for all 600 contexts in this test partition is 7.0%. At the pooled quantile threshold

of 0.4722, these FSRs become 15.5% and 10.5% correspondingly, and the overall FSR
becomes 8.67%.

Pooled threshold is lower than 0.500 because calibration set contains 200 4 _RandomNoise
rows with low sufficiency values; these easy negatives impact the pooled threshold.

Table 3. Quantiles of calibration sets and corresponding test FSRs

The table 3 below shows the thresholds calculated for different calibration sets and
corresponding FSRs on the same test partition. This comparison is performed just to
demonstrate sensitivity of calibration sets composition empirically.

Calibration subset No 90th pct. | T cutoff Overall Partial Lexical
test FSR FSR FSR
Random noise only 200 0.0077 0.0080 65.17% 99.00% 96.50%
Lexical trap only 200 0.4579 0.4660 8.83% 16.00% 10.50%
Partial only 200 0.5834 0.5889 3.50% 5.50% 5.00%

10
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Pooled (all 600 0.4715 0.4722 8.67% 15.50% 10.50%
negatives)

Hard-negative 400 0.5441 0.5453 5.33% 8.50% 7.50%
subset

This particular row set 200 4_RandomNoise within 3_ConfCal provides the calibration
probability with the maximum value 0.0685 and the 90th percentile value 0.0077. It means that
the pooled calibration subset includes many very low-scoring negatives along with difficult
cases, namely partial evidence, and lexical trap contexts. For my experiment, the 90th
percentile threshold in this case is 0.4722 that is less than the traditional reference threshold of
0.500.

The threshold under consideration corresponds to the overall false-sense rate (FSR) of 8.67%
on 4_FinalTest. Still, the FSR values depending on the context regimes are 15.5% on 2_Partial
and 10.5% on 3_LexicalTrap. Thus, the results from the subgroups show that the averaged
value in terms of pooling is not enough for describing results if the proportions in regimes are
different. The lack of guarantees of query-level calibration makes it impossible to interpret the
mentioned value as the guaranteed future upper error rate.

5.3 Hard-negative-restricted quantile threshold

Empirical FSR with Hard-Negative-Restricted Threshold Estimation
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Fig. 4. Test FSR at the standard, pooled, and hard-negative-restricted thresholds. The
hard negative-restricted threshold (T = 0.5453) calculated based on calibration rows
2_Partial and 3_LexicalTrap gives me the test FSR of 8.5% and 7.5% correspondingly.

The limitation of the calibration on 400 contexts of 2 Partial and 3 _LexicalTraps raises the
threshold from 0.4722 to 0.5453. The FSR on 4_FinalTest equals 8.5% for 2_Partial and 7.5%

11
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for 3 LexicalTrap as well as 5.33% in total for all 600 insufficient contexts. The Normal
Sufficiency rate is 44.0% versus 50.5% of the threshold of 0.500. Thus, | may note the shift in
the tradeoff to reject a greater number of insufficient contexts than keep a greater proportion of
complete contexts. conclusion is specific to the constructed benchmark and fixed test partition,
and no guarantee of finite-sample kind is given here.

6. Discussion, Limitations, and Conclusion

Based on the presented above results, the following suggestions are proposed for performing
future evaluation of lightweight RAG abstinence gates:

1) Compute Normal Sufficiency together with aggregated and regime-specific false
sub-acceptance rate (FSR) metrics. The ECE or even regime-specific accuracy will show higher
than the actual false-acceptance rate due to the fact that inputs may lack partial evidence and
have lexical traps;

2) Tune the cutoff value depending on the deployment distribution and observe the behavior of
subgroup rates with changes in the distribution. The conducted experiments show that pooled
quantile produces dissimilar results depending on the difficulty of the subset and this doesn't
provide reasons to generally prohibit random negatives usage.

Consider not only the overlap feature but also structural paragraph minimum similarity and
analyze its effect on different sets and retrievals settings.

Avenues for future work and limitations. The experimental settings are artificially constructed
using a specific rule set based on HotpotQA and aren't extracted from a production retriever.
Choosing four regimes could be too limited and won't cover all the challenges of the
production-level retriever. The task uses Wikipedia-based dataset and therefore no performance
on clinical, financial and other domains datasets is provided. Furthermore, the experimental
pipeline doesn't include language model execution and, thus, the measurements don't include
halluncination rates. The audit is self-made and the 96.5% accuracy value was computed by
comparing rules with automatic NLI judge. The answer-string check isn't capable of capturing
aliases and paraphrasing. Three negative contexts per question have been used in both splits
calibration and testing. No query-level clustering as well as corresponding techniques of
calibration and uncertainty estimation weren't applied to produce the reported quantiles and
rates. The current report includes only the point estimates of metrics and no confidence intervals
obtained via query-cluster boostrapping have been provided. Detailed description of the
processes of features extraction, scoring, quantile interpolation and tiebreaking is needed in
order to fully reproduce the corresponding part of the research. Latency metrics aren't available
and the deployment speed can't be discussed.

Conclusion. This work compares dense cosine similarity, TF-IDF logistic regression, and the
four-feature logistic-regression gate in terms of their ability to discriminate between contexts of
4,000 synthetic bridge questions built on the basis of 1,000 HotpotQA questions. As far as the
held-out set is concerned, Platt scaling improves the cosine Expected Calibration Error (ECE)
from 0.1619 down to 0.0267. Nevertheless, the selected operating point leads to greater
failure-sensitive rates (FSR) for the partial-evidence and lexical-trap contexts. In case of the
four-feature classifier, the achieved AUROC is 0.8583. FSRs in this scenario make up 12.5%
and 8.5% correspondingly for each context regime. For the pooled FSRs of the negative class
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quantile, the FSRs are larger (15.5% and 10.5%). FSRs for calibration rows, on the other hand,
equal 8.5% and 7.5%; Normal Sufficiency values are smaller. All in all, aggregation-based
calibration and error measures seem to mask model performances in the particular regimes.
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